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Abstract

We present the results of evaluating
three grammar formalisms, Depen-
dency Grammar (DG), Tree Ad-
joining Grammar (TAG), and Lex-
ical Functional Grammar (LFG),
with respect to their suitability for
representing free word order phe-
nomena in a language engineering
context. Results of a grammar de-
velopment case study are presented,
along with a number of suggested
improvements for the Dependency
Grammar formalism.

1 Introduction

The representation of free word order re-
mains one of the outstanding areas in which
grammar formalisms have not yet reached
some level of appreciable convergence (Er-
bach and Capstick, 1996). While the formal
properties and theoretical elegance of gram-
mar formalisms have often been discussed,
issues relating to their usability in grammar
development has been largely ignored.

This paper reports on an in-depth compar-
ison of the process of developing grammars
using three different grammar formalisms,
DG’, TAG and LFG, with a view to observ-
ing how specific properties of each grammar
formalism affected the grammar development
process, and determining which, if any, of the
formalisms was more suited to free word or-
der grammar development and why. Hindi
was chosen as the target language.

The formalisms chosen exemplify differ-
ent approaches to syntactic representation:
DG’ is a pure dependency structured ap-
proach based on Covington’s DG implemen-
tation (Covington, 1990) with modifications
by the author (Pedersen, 2001); TAG (Vijay-
Shanker and Joshi, 1991) is a phrase struc-
tured approach; and LFG (Bresnan and Ka-
plan, 1982) is a hybrid approach that com-
bines both phrase structure and elements of
dependency structure.

Our underlying hypothesis for the study
was that grammars written in the formal-
ism most appropriate for the target language,
from the user’s' persepective, will be more
quickly and easily developed.

The study followed the grammar develop-
ment process from specification through to
the completion of each of the three grammars
of Hindi.

2 Approach

Our primary evaluation methodology was
based on developing equivalent grammars us-
ing each of the three formalisms, making de-
tailed observations of the development pro-
cess and comparing the differences in syn-
tactic analysis that arose from the functional
differences between each formalism.

In addition, we also recorded the time
to solution for individual constructs in each
grammar (and consequently the grammar as

'In this study we consider grammar developers to
be the users directly affected by the nature of the

grammar formalism, rather than end-users of NLP
systems.



a whole), as well as rating the subjective dif-
ficulty of each task.

It was necessary to adopt, as far as possi-
ble, a standardised approach to the develop-
ment study in order to ensure any compar-
isons made between both the development
process for each grammar, and the resulting
grammars themselves, were valid.

To ensure the equivalence of the task, each
grammar was tested using the same data set
of input sentences. The test suite contained
both grammatical and ungrammatical sen-
tences. In order to qualify for equivalence,
each grammar had to accept every grammat-
ical sentence in the test suite and reject ev-
ery ungrammatical sentence. Moreover, each
grammar had to identify the predicate, argu-
ments and modifiers for each parsed sentence
in the test suite.

The constructions covered in the test suite
were:

e basic
verbs;

sentences, including auxiliary

e case-assigning post-positions;

e ergative marking of subjects;

e adpositional sentences;

e genitive constructions;

o descriptive adjectives;

e predicative adjectives; and

e the relative/co-relative construction.

In order to ensure a fair comparison, we
also wanted to know that each formalism be-
ing evaluated had sufficient, if not equiva-
lent, functionality for the task. In partic-
ular, we were concerned with the presence
of adequate word order constraints in each
implemented formalism. It was necessary to
augment both the DG and TAG implemen-
tations. The DG implementation, hereafter
referred to as DG’, was extended to support
word order constraints; TAG was modified

to support free phrase order variation in the
style of FO-TAG (Rambow, 1994).

Furthermore, we sought to standardise the
development environment. Both the DG’
and TAG implementations used a common
development environment, Hdrug (van No-
ord and Bouma, 1997), while the LFG de-
velopment used the LFG Grammar Writer’s
workbench (Kaplan and Maxwell, 1996).

As a preliminary investigation of usabil-
ity issues in grammar formalisms, there are
a number of limitations of the study. Firstly,
the investigation was done as a case study,
using the first author as the sole investi-
gator. Ideally, an evaluation such as this
would be done using a statistically signifi-
cant number of subjects, with equivalent (or
at least highly similar) training and back-
ground. However, such an approach was in-
feasible, due to the unavailability of suitably
qualified subjects.

Given the inherent subjectivity of the
study, the figures given in Table 2 are merely
indicative of the author’s experience of us-
ing these grammars, and are not to be taken
as a ‘result’ of the study. Nevertheless, they
do serve as a useful point of departure from
which to discuss the various functional differ-
ences between each formalism and the way
in which these differences impacted the de-
velopment process.

Furthermore, we recognise that, given the
necessarily sequential development process,
there was bound to be a learning effect
present. This could not be eliminated, but
once again, any effect on the grammar de-
velopment that was suspected to be due to
learning was noted during the development
process. The learning effect is limited to ex-
perience gained during the study itself, as
the author had not previously implemented
grammars with any of the formalisms. How-
ever, some customisation of the implementa-
tions of both the DG’ and TAG parsers was
conducted by the author, which naturally led
to a greater familiarity with those two for-
malisms compared to LFG.



3 Overview of Results

In-depth discussion of each grammar is be-
yond the scope of this presentation, and so
we limit ourselves to a more high-level sum-
mary of our findings. In presenting our con-
clusions based on the development process,
we first turn to the quantitative data in or-
der to gain a broad overview of the results of
the study. We then relate our observations
of the development process to these quanti-
tative results and discuss the implications.

We used size as an indicator of the suit-
ability of a formalism’s functionality to the
task. The size of each grammar is shown in
Table 1. In terms of suitable functionality,
LFG appears to be the most economic of the
three grammars, with the lowest total num-
ber of constraints as well as having the fewest
number of rules and lexical entries. DG’ fol-
lows as a close second, while TAG has close
to double the number of total constraints of
either of the others.

Counting the number of lexical entries and
rules was straightforward in each case. In
LFG, each category instance was counted as
a lexical entry, even through several cate-
gory instances could be grouped under a sin-
gle lexical entry. Counting the total num-
ber of constraints required some adjustment
for each formalism. For DG’, the count in-
cluded each constraint in a lexical entry (not
counting the head of the term), and each
constraint in a dependency rule (including
the head of the term, which specifies the
type of the dependency and thus is a form
of constraint). For TAG, every constraint
in a lexical entry was counted, including the
head of the term which contained the word-
order constraints for the entry. For LFG,
f-structure constraints were counted sepa-
rately to c-structure constraints.

We also summarise here the development
time for each grammar, shown in table 2.
Task duration was rounded to the nearest 5
minutes.

In terms of usability, the author found no

Table 1: Sizes of each grammar.

DG’ | TAG | LFG
Lexicon 24 43 27
entries
Rules 13 N/A |5
Constraints | 177 | 336 144

formalism emerged as more suitable for free
word order grammar development than an-
other. While DG’ had the shortest total de-
velopment time, the author did not find it
the easiest of the three formalisms to use.
At the other extreme, LFG had the longest
development time, and was found overall to
be the most difficult to use, while the author
found TAG the easiest to use overall, but the
TAG grammar still had a development time
almost twice that of the DG’ grammar.

Rather than an overall winner, each for-
malism revealed specific strengths and weak-
nesses with respect to handling free word or-
der phenomena, and these are summarised in
the following section.

4 Strengths and Weaknesses

4.1 DG’

Strengths

The author found DG’ to be the most rapid
development environment of the three for-
malisms. This result comes despite DG’ be-
ing the first in line for the evaluation task
and therefore subject to the learning curve
associated with the task in general.

There a several possible reasons for devel-
opment under DG’ being faster:

e DG’ is a lean formalism with a mini-
mum of analytical overhead that allows
for rapid prototyping of the grammar.
By focusing directly on syntactic depen-
dency, most syntactic relationships can
be expressed atomically.



Table 2: Task duration for DG’, TAG and LFG development.

Task Duration
DG’ TAG LFG

Basic sentence 50 mins | 40 mins | 50 mins
Auxiliary verbs 40 mins | 90 mins | 50 mins
Case assigning PPs 60 mins | 180 mins | 215 mins
Adpositional sentence | 90 mins | 180 mins | 105 mins
Descriptive adjectives | 40 mins | 5 mins 80 mins
Genitive Case 5 mins 60 mins | 10 mins
Predicative adjective | 30 mins | 30 mins | 85 mins
Relative clause 95 mins | 120 mins | 375 mins
TOTAL 410 mins | 705 mins | 970 mins

o Allowing word order freedom required
no additional mechanisms - only word
order constraints need to be explicitly
addressed. In comparison to the other
two formalisms, the expression of word
order freedom at the phrase level in each
formalism was not difficult. However,
neither TAG or LFG allowed for the
expression of word order movement be-
yond the boundary of a phrase without
additional mechanisms.

e The ability to write lexically specific de-
pendency rules allowed for the expres-
sion of exceptions to general rules with-
out complicating those rules, and this
was also a significant advantage for rapid
development.

Weaknesses

The embedding of word order constraints
within syntactic dependency rules tended to
obscure the overall picture of word order in
the grammar. The binary nature of depen-
dency rules resulted in the lack of a consoli-
dated set of word order constraints which de-
fined word order at the sentence level. This
resulted in an increase in the conceptual diffi-
culty of formulating complex word order con-
straints, such as those for relative clauses.

In addition to this, the notation of DG’
used predicates such as precedes(X,Y) and
follows(X,Y) to express word or rather than

more visual operators such as X < Y and
X > Y. Both TAG and LFG notations rep-
resented word order in a more visual way
than DG’, and this is also likely to have con-
tributed to the cognitive workload of using
the formalism.

DG”’s flexibility comes at the price of lin-
guistic rigour. Of the three formalisms, DG’
may be considered the least rigorous in terms
of enforcing any particular linguistic analysis
on the grammar writer. While this is conve-
nient for rapid development, there were in-
stances during the development when operat-
ing in such a theoretical void actually slowed
progress as suitable analyses were sought out.

4.2 TAG

Strengths

One strength TAG has in comparison to
both DG’ and LFG is the way in which
the extended locality of the elementary trees
breaks the grammar into “chunks” that are
easily comprehensible. This suggests at least
one reason for TAG’s greater ease of use.
Indeed, Gilmore (1991) also alludes to the
importance of context for programming lan-
guage comprehension.

The n-ary nature of elementary TAG trees
is the key to providing this kind of contex-
tual information, as opposed to the binary
nature of DG"’s dependency rules. Not only
this, but the multi-level span of TAG trees



is a considerable improvement on the sin-
gle height “trees” represented by the CFG
productions of LFG’s c-structure in terms of
comprehension.

In addition to easier comprehension,
TAG’s strong lexicalisation allowed for easy
handling of exceptions and in comparison to
the other formalisms, fewer revisions were
required as new constructs were added to
the grammar.

Weaknesses

On the downside, TAG’s vanilla phrase
structure forced the extensive use of feature
propagation to simulate long distance depen-
dencies. It could be argued that the use
of such feature propagation contravenes the
phrase-structured nature of TAG by intro-
ducing other forms of dependency by stealth.
However, such use of features is clearly
within the spirit of a unification grammar.

A more fundamental problem arose in
TAG’s inability to make optional dependents
unique by restricting the recursion of adjunc-
tion. Without this ability, uniqueness had to
be handled by feature propagation. This re-
sulted in several additional feature constraint
checks and value propagations in different el-
ementary trees. In terms of modeling ac-
tual linguistic behaviour, feature propaga-
tion may be the desired route. However, if
the goal is to develop a grammar quickly and
accurately, then a structural solution such as
declaring an adjunct unique (and unable to
recurse) would be preferable.

Furthermore, feature propagation required
a lot of manual checking for consistency, es-
pecially if the feature was introduced in a
deeply embedded construct. This caused de-
velopment problems and would likely be an
issue in longer term maintenance.

4.3 LFG

Strengths

LFG had considerably more linguistic
rigour than DG’, and even TAG, and this
aided in the construction of more linguis-

tically robust analyses, primarily because
‘quick and dirty’ solutions were not available.
Arriving at a final grammar was more time
consuming than for either DG’ or TAG, and
in a small scale grammar development exer-
cise, this could easily be construed as a neg-
ative aspect of LFG. However, the question
arises as to whether in larger undertakings
this rigour might actually be beneficial by
forcing a more principled approach, just as
stricter programming languages are preferred
for large-scale software development projects
for the greater clarity that results from the
principled approaches they enforce on type
management and program structure, etc.
Apart from its linguistic rigour, LFG
went some way to improving on the com-
prehensibility of DG’ by providing a more
organised overview of the grammar, and
word order constraints in particular, via its
use of c-structure as a direct representation
of word order. The familiar hierarchical
layout of c-structure, and the relative ease
with which (limited) word order freedom
could be expressed were a boon in the early
stages of the Hindi grammar development.

Weaknesses

As a result of LFG’s more rigorous ap-
proach the grammar developer must be pre-
pared to rework existing parts of the gram-
mar as new categories are introduced rather
than expect each addition to the grammar
to be relatively self-contained. In particular,
on-going relaxation of the c-structure was re-
quired as new constructs were added to the
grammar.

The problem that arose was that as
c-structure was increasingly relaxed, f-
structure played an increasing role in deter-
mining the syntax, both in terms of accept-
able structures, by means of the principles of
functional consistency, coherency, and com-
pleteness, as well as in terms of word order,
by means of functional precedence. That is
to say, the less that c-structure specified such
rules as Noun precedes Verb Phrase the more



that f-structure was required to express con-
straints such as Subject precedes Object.

There is no inherent problem with such a
functional approach - in many ways a func-
tional approach to word order seems ad-
mirable in a free word order context - except
that from a grammar comprehension point
of view, c-structure becomes an increasingly
redundant framework around which to build
the grammar. Furthermore, the subtle in-
terplay between the still active word order
constraints of c-structure and the functional
constraints of f-structure obscures any global
overview of word order information that may
once have been present.

We accept that this situation is in keep-
ing with the LFG community’s conception of
language as a set of conflicting constraints
which seek to be optimally satisfied. We can
also attribute LFG’s admirable economy of
constraints to this approach. However, we
argue that this does not necessarily make for
a good grammar engineering environment.

5 Improvements for free word
order

In light of the strengths and weaknesses of
each of the formalisms, it seems fitting to
suggest some improvements for a free word
order grammar formalism. We will focus on
DG’, which shows much promise in some ar-
eas and yet has much scope for improvement.
Our aim is to improve the formalism, rather
than develop a complete linguistic theory, al-
though some attention to theory is a neces-
sary step.

We propose three desirable properties for
free word order formalisms:

e that they use strongly lexicalised struc-
tures;

e that they employ an extended domain
of locality which is able to represent the
complete argument structure of a lexeme
in a single expression; and
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Figure 1: Lexicalised DG’ notation

e that they include a sentence (or at least
clause) level expression of word order
constraints, which are linked to, but
expressed separately from dependency
structure.

In terms of DG’, these desiderata would
require a stronger lexicalised approach, in
which the definition of relations would be
subsumed into the subcategorisation frame
of a lexeme. In this way, the domain of local-
ity could be extended to include not only the
whole argument structure, but also potential
modifiers as well. In practice this requires ex-
panding the existing subcategorisation frame
specification from simply listing required de-
pendency types to the specification of com-
plex feature structures and constraints such
as currently reside in dependency rules. An
example is shown in Figure 5.

The example given here incorporates the
d-rules for subject, object and auxiliary verb
relationships into a single word entry for
the verb haataa. Mandatory relations are
marked with an  in the subcategorisation
frame, while optional relations are marked
with an o.

The use of macros or type inheritance
would be required to reduce repetition in the
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Figure 2: Syntagm diagram of Hindi relative

grammar. Such a typing system would es-
sentially be a hierarchically structured set of
subcategorisation frames which would be in-
herited by lexical entries of a corresponding
type. Taking our example above, the subcat-
egorisation frame and the conditions follow-
ing it would become part of a transt e erb
type. The lexical entry for haataa would
then need only consist of an entry specifying
the type along with the necessary phonolog-
ical and semantic details.

Given the extended locality of the sub-
categorisation frame, word order constraints
could be expressed within that frame, or per-
haps more favourably, within the definition
of the lexical typing system, with the provi-
sion for inherited constraints to be overrid-
den locally. In addition, undesirable feature
propagation, such as that required for erga-
tive constructs, could be avoided as the ex-
tended locality would allow the expression of
constraints directly between arguments of a
verb.

Finally, a more perspicuous graph-
ical representation would potentially
absolve the wusability issues that arose
with more complex word order phenom-
ena. The syntagm diagrams of Tesniere
and Mel’cuk, which are also used by
Tapanainen and Jarvinen (1997), may be of
benefit here. Figure 2 gives an example.

We note that, independently of this study,

Broker (1998b) has recently developed a
variant of Dependency Grammar, DACHS,
that satisfies many of the above desiderata.
In addition, Broker (1998a) provides a cri-
tique of LFG in terms of the weakness of
c-structure when applied to free word order
phenomena, and suggests an alternate ap-
proach to representing free word order within
the LFG framework, based on dependency
grammar.

In other

ia and Palmer (2001)
practical approach to automatically con-
verting between dependency-annotated
treebanks and phrase-structure treebanks.

related work,
demonstrates a

onclusions and uture Work

We conducted a comparative grammar de-
velopment case study of DG’, TAG and
LFG, specifically to examine which, if any,
was more suitable for free word order gram-
mar development. No overall advantage was
found in any of the three formalisms, how-
ever specific strengths and weaknesses were
identified and this led to the formulation of a
number of improvements that could be made
to each formalism.

The development study highlighted the
need for a more scalable way of structur-
ing syntactic constraints and word order con-
straints in both DG’ and LFG. In addition,
increasing the locality of constraint expres-
sion in the manner of TAG seems desirable.

As for improvements to TAG itself, we
note that our desiderata are already rea-
sonably well satisfied, except that word or-
der remains closely tied to immediate con-
stituency. There are already numerous de-
scendants of TAG (e.g. MC-TAG (Joshi et
al., 1975) and D-Tree grammars (Rabow et
al., 1995)) which attempt to address this
problem. It would be interesting to consider
whether there is some loss in term of compre-
hensibility and usability in general in these
more complex variants compared to vanilla

TAG.



In terms of future work, a statistically sig-
nificant study seems warranted in order to
more rigorously explore the issues uncovered
by the current work. An case-study of the re-
vised DG’ formalism with respect to the cur-
rent study is required to assess the impact
of modifications suggested here. In addition,
an examination of the cost-benefits of rapid-
development formalisms such as DG’ com-
pared to linguistically rigorous formalisms
such as LFG in a large-scale industrial gram-
mar development environment would be of
particular interest.

To conclude, we found that a user-centred
approach to evaluating grammar formalisms
assisted in identifying both strengths and
weaknesses in each of the formalisms that,
to the best of our knowledge, had not been
investigated in the existing literature. Con-
trary to claims about dependency grammar’s
superiority in representing free word order,
we found a number of factors which limited
its practical application, in so far as DG’ may
be considered a faithful implementation of
dependency grammar. However, in identi-
fying TAG’s strengths in terms comprehensi-
bility, we found we were able to suggest prac-
tical improvements to the DG’ formalism.
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