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Abstract

Spoken utterances do not always abide
by linguistically motivated grammatical
rules. These utterances exhibit vari-
ous phenomena considered outside the
realm of theoretically-oriented linguistic
research. For a language model that ex-
tends linguistically motivated grammars
with probabilistic reasoning, the prob-
lem is how to feature the robustness that
is necessary for speech understanding.
This paper addresses the issue of the ro-
bustness of the Data Oriented Parsing
(DOP) model within a Dutch speech-
based dialogue system. It presents an
extension of the DOP model into a head-
driven variant, which allows for Marko-
vian generation of parse-trees. It is
shown empirically that the new variant
improves over the original DOP model
on two tasks: the formal understanding
speech utterances, and the extraction of
semantic-concepts from “word-lattices”
output by a speech-recognizer.

1 Introduction

Speech understanding is a challenging task for
probabilistic parsing models. The problem with
speech utterances is that they do not always abide
by linguistic grammar rules. Speech utterances
exhibit phenomena such as repairs, repetitions
and hesitations, all of which are considered prob-
lems outside the domain of linguistic research.
The challenge for a parsing model is to deal with
such phenomena. A greater challenge is set by
real speech understanding tasks in noisy environ-
ments, such as speech over the telephone. In such
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cases, the speech-recognizer’s accuracy degrades
and language models might be of some use in re-
covering some of the lost accuracy.

OVIS is a national project of the Dutch Or-
ganization for Scientific Research (NWO) aiming
at building a prototype dialogue system for the
domain of railway time-table information. The
dialogue in OVIS takes place over the telephone.
The system interacts through “dialogue” with a
human user aiming at providing the user with
travel information. The system consists of dif-
ferent modules including a Dialogue Manager, a
Speech Recognizer, a Natural Language Process-
ing (NLP) module, and a Language Generation
module. In speech understanding, we focus on
the role of the NLP module which consist of the
interface between the speech recognizer and the
dialogue manager. The output of the speech rec-
ognizer is processed by the NLP module, and the
“semantic content” of the user’s utterance is ex-
tracted and supplied to the dialogue manager.

The OVIS system provides an interesting prob-
lem for language modeling because it addresses a
real application of the processing of spoken lan-
guage in a noisy environment. Furthermore, the
task of language understanding in OVIS has been
formalized in terms of domain dependent semantic
criteria making the evaluation of language models
more linked to the actual task.

In this paper we address the problem of robust-
ness in language understanding using the DOP
model applied to the OVIS domain. We present
a new version of the DOP model which is more
suitable for the processing of spoken language ut-
terances than the original DOP model. Robust-
ness in this new version, called the Tree-gram
model, is the result of integrating into DOP the
“Markovian” approach for grammar-rule genera-
tion, as in some exiting models, e.g. (Charniak,
1999). We exhibit significant empirical improve-
ments, over the DOP model, in both OVIS tasks:
(1) the formal understanding of spoken utterances
and (2) the extraction of the “best” semantic con-



tent from an ambiguous word-lattice (also called
“word-graph”), output by a speech-recognizer.

The structure of this paper is as follows. Sec-
tion 2 provides a short overview of the OVIS sys-
tem, the OVIS tree-bank and the experience with
applying DOP within OVIS. Section 3 provides a
review of the DOP model and presents the new
version: the Tree-gram model. Section 4 exhibits
the empirical results of experiments in applying
DOP and the Tree-gram model to speech under-
standing within the OVIS domain. Finally, sec-
tion 5 concludes the paper.

2 Brief overview of OVIS

In the OVIS demonstrator system, the commu-
nication with the human user takes place over
the telephone through a spoken-language dialogue
aiming at providing the user with travel informa-
tion. The dialogue manager in OVIS maintains
an “information state” to keep track of the in-
formation extracted from the user’s answers to
questions posed by the system. This informa-
tion state consists of a small number of slots that
are typical of train travel information, e.g. ori-
gin, destination, date, time. The semantic con-
tent of a user’s utterance is used for updating the
slots in the information state. Hence, the output
of the natural language processing module is ex-
actly an “update expression” specifying what slots
must be updated and with what values. In OVIS,
these update expressions are terms in a formal lan-
guage of “update semantics” developed by (Veld-
huijzen van Zanten, 1996). This update language
provides ways for expressing various updates in-
cluding “speech-act information” such as denials
and corrections. Here, we are merely interested
in the fact that the update-language has been ex-
pressed in terms of a formally specified hierarchy
of the slots: for example, the slots “place” and
“time” provide more specific information over the
slot “destination”.

The OVIS tree-bank (K. Sima’an / R. Scha et
al., 1996) contains 10000 utterances annotated
syntactically and semantically. The interesting
part of the OVIS tree-bank is that the semantics
is largely compositional (Bonnema et al., 1997):
the semantics of a non-terminal node is expressed
in terms of the semantics of its child-nodes; this
is expressed as a simplified form of Lambda ex-
pressions, e.g. “(D1;D3)” where Di refers to the
ith child. The part-of-speech (POS) tag labeled
nodes are annotated with ground semantic ex-
pressions, e.g. “(PPN-amsterdam amsterdam)”

r “(PP-origin.place naar)”. In (Bonnema et al.,
1997) a method is also described for transforming
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Figure 1: An example OVIS parse-tree.

the semantic expressions at every node into a label
using the semantic hierarchy of (Veldhuijzen van
Zanten, 1996): roughly speaking, the semantic ex-
pressions are categorized according to the kind
of slots which they aim at filling, e.g. place ex-
pressions specify a category while time expressions
specify another, di erent category. Crucially, this
semantic categorization aims at labeling the gram-
mar rules in the tree-bank trees in such a way
that it is possible to retain the exact semantics of
the tree-bank trees unambiguously. In this work
we employ the OVIS tree-bank enriched with this
categorization scheme.
Figure 1 exhibits an OVIS parse-tree with the
compositional semantics shown under the label
of every node. The update expression of the
whole utterance is computed compositionally in a
bottom-up fashion, substituting for ¢ the update
expression of the i child. The nglish equivalent
of the given utterance is “ do not ant to tra e
rom msterdam  ant to tra e tomorro ”. The
update expression for this particular parse-tree is:
ser antstra e ori in p ace to n amsterdam
ser ants tra e tomorro , where the operator
“ A7 denotes the denial of A, “A;B” denotes
the concatenation of update expressions A and B
and “A.B” denotes that B is a more specific slot
than A or that B is the update value for slot A
The present paper addresses the problem of
applying the Data Oriented Parsing (DOP)
model (Scha, 1990; Bod, 1995) to the understand-
ing of utterances and word-graphs that are output
by a speech recognizer (Oeder and Ney, 1993) in
the OVIS domain. In earlier experiments (Veld-



huijzen van Zanten et al., 1999; van Noord et
al., 1999), the DOP model scored significantly
worse than a complex hybrid system which com-
bines a broad coverage grammar for Dutch, a
word trigram model and a smart concept spot-
ting strategy (van Noord et al., 1999). Our re-
search revealed three sources of problems with
DOP:

. Among
these three problems, the focus here is on robust-
ness. Next we present the Tree-gram model by
contrasting it to DOP. Subsequently we test it on
the same OVIS tasks.

O vs ree ram
A probabilistic model assigns a probability to ev-
ery parse-tree given an input sentence , thereby
distinguishing one parse
C )
C )
— « )

The probability () is usually estimated from
co-occurrence statistics of linguistic phenomena
extracted from a given tree-bank. In generative
models, the tree is generated through top down
derivations that rewrite the start symbol

into the sentence ach rewrite-step involves a,
“rewrite-event” together with its estimated prob-
ability of application. Here we compare two gen-
erative models, DOP and the Tree-grams, to one
another. But first we provide an overview of both.

In Data-Oriented Parsing (DOP1) e.g. (Bod,
1995), the rewrite-events are “subtrees” of the
tree-bank trees: a subtree of a given parse-tree
isa m ti node connected s rap in which every
node either dominates all its children or it dom-
inates none of them. If we view the tree-bank
trees as generated by derivations of some linguistic
Context-Free Grammar (CFG) (Aho and llman,
1972), then a DOP subtree consists of one or more
connected CFG rules that co-occur in a tree-bank
tree. Hence, the parse-trees and sentences which
a DOP model recognizes are exactly those which
the original linguistic CFG does. Figure 2 shows
some DOP subtrees extracted from the parse-tree
that is identical to the subtree in the top-left cor-
ner of the same figure.

Let () denote the root-label of the root
of any subtree , and let () denote the
frequency-count of subtree  in the tree-bank.
The probability of a subtree is estimated by the

formula:  ( () re ()

re (1)
The probability of a derivation , involving sub-

trees 1 n, 1S estimated as

() ( ()

1 n

According to Bod (Bod, 1995), the probability of
a parse-tree and a sentence , generated re-
spectively by the sets of derivations ( ) and

(), are estimated by () oy ()
andby () p(y () In(Sima’an, 1996)
it is shown that the problems of disambiguation
under the DOP model, concerning the compu-
tation of the Most Probable Parse (MPP) (and
the Most Probable Sentence (MPS) in a word-
graph) are NP-complete. Here we suggest to
approximate the probabilities of a parse-tree
and a sentence by: () oy ()

() p( ) (). Thisformulation has
the advantage of being e ciently solvable by a
polynomial-time algorithm, similar to the well
known Viterbi-algorithm (Viterbi, 1967). The
negative side, however, is that it still contains
some of the bias that the original DOP defini-
tion had (see (Bonnema et al., 1999)) and that
it under-estimates the probabilities. However, we
think that this underestimation in itself is not
harmful since the exact values are not impor-
tant as much as the relative ordering between the
parses (and sentences).

In the Tree-gram model, the set of “rewrite-rules”
subsumes the CFG rules and the connected com-
binations thereof (i.e. DOP subtrees). We refer
to these rewrite-events with the term ree rams
(abbreviated T-grams). A T-gram extracted from
a parse-tree in the training tree-bank is a m i
node connected s rap of that parse-tree. Cru-
cially, this definition implies that when extracting
a T-gram from some node in a tree-bank parse-
tree, not necessarily all children of are included
into the T-gram. In the current implementation,
however, we demand that the children of that
are included in the T-gram are direct sisters to
one another, e.g. we do not allow including the
first and the fifth child if any of the second, third
and fourth are not included also. This tends to
simplify the parsing algorithms. Some example
Tree-grams extracted from the parse-tree in fig-
ure 3 are shown in Figure 4.

T-grams are inspired by Markov Gram-
mars (Collins, 1997; Charniak, 1999): in fact
T-grams provide a direct general-form both for
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,- e.g. the left-most T-gram is in the
and
nodes, i.e. from both sides, are not marked at all).

Markov Grammar rules (called bilexical depen-
dencies) as well as DOP subtrees. Next we de-
scribe in short how T-grams are employed in the
Tree-gram model. Further formal detail can be
found in (Sima’an, 2000).

We assume that for every non-leaf node in
the training tree-bank trees, one of its child nodes
is specified as being the “head-child”: the child
that dominates the head-word of The Tree-
grams acquired from the tree-bank trees are par-
titioned into three subsets, called ro es, according
to the kind of children that the root of a Tree-gram
dominates. When a Tree-gram’s root dominates
its head-child (and possibly other children), the
Tree-gram is in the “Head” role; when it domi-
nates only children which are originally found (in
the tree-bank tree from which the Tree-gram was
extracted) to the left (right) of the head-child (e.g.
left-modifiers of the head-child), it is in the L. FT
(RIGHT) role. In essence, these roles express in-
formation about the nature of the Tree-gram with
respect to the context from which it was extracted.
Some example Tree-grams are shown in Figure 4.

In contrast with DOP subtrees, Tree-grams al-
low also for a “horizontal” expansion of the parse-
trees as depicted in figure 5. This horizontal ex-
pansion of parse-trees takes place by combining

Some T-grams e tracted from the tree in figure
T role. Non-leaf nodes are marked with

head-child numbers.

the su erscri t on the root label s ecifies the
(1eft-STO )

(right-STO ) to s ecify whether they are com lete from the left right or both (the other non-com lete

Tree-grams labeled with the same root node in
a “Markovian fashion”. Formally speaking, the
horizontal combination of Tree-grams must have
a probability of terminating. Therefore, the hor-
izontal combination of Tree-grams is governed by
a formal definition of when a node “terminates”.
The termination process is “inherited” from the
tree-bank trees: the sequence of children of ev-
ery node in a tree-bank tree is explicitly marked
as terminated from the left and from the right
by a special symbol “STOP”. To the left of the
sequence of children, the STOP is denoted by “”
and to the right it is denoted by “”. When a Tree-
gram is extracted from a tree in the tree-bank, the
STOP symbols (“” and “”) might either be in-
cluded or they might not be included with the
non-leaf nodes of the Tree-gram. For any non-leaf
node in a Tree-gram, if both STOP symbols are
included along with its children, the node is called
comp ete. When STOP is absent from either the
left or right hand sides of a node (or both), the
node is incomplete. In the latter case, the par-
tial parse-trees that the node dominates may be
extended with additional Tree-grams as described
next (hence, non-terminal leaf nodes are always
incomplete allowing substitution as in DOP). See
figure 4 for examples.
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Tree-gram rewrite processes, i.e. derivations,
start from the start-symbol TOP, which is an in-
complete non-terminal. At each rewrite-step, an
incomplete node is selected and rewritten by a
suitable Tree-gram as follows. When is a leaf
node labeled with a non-terminal , it is rewrit-
ten by a H AD Tree-gram with a root labeled
(much like rewriting takes place in DOP, i.e. “ver-
tical expansion”); when a non-leaf node is la-
beled with a non-terminal and it is incomplete,
it may be rewritten with L. FT and RIGHT Tree-
grams that have roots also labeled . The latter
rewriting allows ori onte expansion of the parse-
tree at node  (see Figure 5). The rewrite process
terminates when the resulting parse-tree consists
entirely of complete nodes.

The conditioning context (or history) ¢ in the
probability ( ) of a Tree-gram , consists of
the label of the root-node of (i.e. (), the
role of (i.e. H AD, L FT or RIGHT) and the
following specific information:

A H AD Tree-gram’s probability is further
conditioned on the POS tag of the head-word
of the root node of .

AL FT (RIGHT) Tree-gram’s probability is
further conditioned on (1) the label of the
head-sister of its root-node, and on (2) the
label of the sister to the right (resp. left) of
the root-node in the original tree-bank tree,
thereby yielding a 1%t order ar o ian pro
cess.

Our conditioning context is similar to those used
in e.g. (Charniak, 1999). ust like in DOP, the
probability of a Tree-gram derivation involving
the sequence of T-grams ; n is estimated by

n

() ( ¢)

1

As we argued for DOP earlier, we approximate the
probabilities of a parse-tree and a sentence as the
highest probability of any of their derivations.

in a partial parse-tree. The T-gram being generated
) to denote its role. We show a L FT Tree-gram being generated.

Formally speaking, both models assign probabili-
ties to Context-Free languages. However, as Bod
shows (Bod, 1995), the probability distribution as-
signed to the members of the set of parse-trees
generated by a DOP model cannot always be gen-
erated by a Probabilistic Context-Free Grammar
(PCFG) ( elinek et al., 1990). For a given tree-
bank, the set of sentences accepted (or gener-
ated) by the Tree-gram model acquired from that
tree-bank is a superset of (or equal to) the set
accepted by the DOP model acquired from the
same tree-bank. The same relation applies be-
tween the respective sets of parse-trees generated
by both models. Hence, the Tree-gram model,
just like “Markov-grammars”, generates sentences
and parse-trees that cannot be generated the DOP
model or by the linguistic grammar that underlies
the annotation of the tree-bank. This is an im-
portant facility in the various cases of deviating
inputs, as this happens in speech-utterances.

The next question is of course: how do the dis-
tributions over derivations, parse-trees and sen-
tences generated by both models compare to one
another The empirical estimation of proba-
bilities from a tree-bank makes this comparison
complicated due to problems of bias in the cur-
rent method of probability estimation which both
models su er from (Bonnema et al., 1999). How-
ever, if we restrict the subtrees and Tree-grams
that are acquired from the tree-bank by formal
means (i.e. restrictions on depth or width of a
subtree/Tree-gram  see section 4), then one can
already sense that both models will assign a “sim-
ilar” relative ordering to the derivations that they
generate. This can be seen only intuitively by
the fact that all subtrees of the DOP model are
included as H AD Tree-grams in the Tree-gram
model with the same relative frequency (up to
a finer conditioning context in Tree-grams). In
any case, the Tree-gram model, at least theoreti-
cally, allows for a more “subtle” model than the
DOP model. But then, does this subtlety trans-
late into more robust processing for speech under-



system | Match Prec. Recall system WA SA Match Prec. Recall
DOP 93.0 94.0 92.5 DOP 72.2  T1. 77.2 20 773
DBCG | 95.7 95.7 96.4 Tgram - DOP 7.4 2.2 4.2 3.2 7.0

Table 1: Results on utterances

standing

A lication to OVIS

Before applying the Tree-
gram model to OVIS, it is necessary to specify
how we identify the head-children in the tree-bank
trees. We note that with a few exceptions, ev-
ery CFG rule has a semantic formula associated
with it. This formula expresses how the seman-
tics of the node is composed from the semantics
of its children using a small set of operators, e.g.
concatenation “D1;D2”, correction “ D2 ”, denial
“ D3 ”. Some of these operators take a single ar-
gument, others take two arguments. We decided
to specify, the head-children using these formulae
through a few rules of thumb, (e.g. take the first
child specified in the formula, except for a few spe-
cific situations). This specifies the head-children
for all tree-bank nodes unambiguously. Our choice
for “semantically identified heads” over syntactic
heads is motivated by the intuition that our sys-
tem’s output is a semantic expression. We feel
that this has two advantages: (1) the probabilities
are conditioned on semantic content, and (2) the
“most in uential” semantic argument is ¢ a s
generated first by the Markovian T-gram deriva-
tions, and all other arguments are conditioned on
it. For interpreting “newly generated” CFG-rules
we simply concatenate the semantics of all chil-
dren. In most cases this results in well-formed
semantic expressions, but in a few cases this re-
sults in ill-formed expressions, which we correct
automatically using a few heuristic rules!.

In contrast with DOP, the Marko-
vian nature of the Tree-gram model, allows
us to apply the Katz backo smoothing tech-
nique (Katz, 19 7; Chen and Goodman, 199 )
using the 0-order Markovian conditioning for
L FT and RIGHT Tree-grams: we apply that to
all T-grams of depth 1 only. Furthermore, we al-
low backo on the stop symbols “” and ”” on
the root-node of a T-gram of depth 1 in one of
two ways: (1) we add a stop symbol “” to the

Based on the O IS semantic hierarchy, it is ossi-
ble to devise a set of heuristic rules for the correction
of such informative formulae (e.g. by guessing the
identity of the o erator from the kind of available ar-
guments).

Table 2: Results on word-graphs

left (“” to the right) of the node with a suit-
able backo probability, or (2) we remove these
symbols, if they are there, with a suitable backo
probability. The resulting “backo T-grams” are
included in the model together with the original
ones. For semantic interpretation, all new rules
generated by the Tree-gram model are assigned a
heuristic formula depending on the parse-tree in
which they occur; the heuristic semantics of a new
rule depends on the types of the semantics of the
child-nodes, and aims at combining these types in
acceptable ways (with respect to the OVIS update
language).

We trained a DOP model (with sub-
tree depth upperbound 4) and a Tree-gram model
(with Tree-gram depth upperbound 5) on the
same training tree-bank of 10000 utterances. We
compare the models on a held-out set of 1000 ut-
terances, which was used for similar experiments
in (Veldhuijzen van Zanten et al., 1999). We
also report preliminary results on a set of 500
speech-recognizer’s word-graphs?. We use the
same parser for the DOP model as well as the
Tree-gram model (Sima’an, 1999). This is a
C K ( ounger, 1967) based algorithm using an
optimized version of the Viterbi-algorithm with a
simple pruning technique. The parser is applica-
ble to utterances as well as word-graphs (the lat-
ter extension is straightforward - see (van Noord,
1995; Sima’an, 1999)).

The semantic evaluation
criteria have been developed by (van Noord, 1997)
following similar criteria suggested in (Boros et
al., 1996). A semantic expression is translated
into a set of “semantic units”; each semantic unit
addresses a specific OVIS slot. Given this view
on semantic expressions, now we can compare the
semantic-expression  output by a given system
to the gold-standard expression in the same way
as in Labeled Recall and Precision in syntactic
parsing: (1) semantic exact match is the average
test-set utterances for which , (2) semantic

The robability of a DO Tree-gram derivation
of a ath in an in ut word-gra h is multi lied with
the s eech-recognizer s likelihoods that are found on
the transitions in the ath (after a lying a sim le
scaling heuristic). This is a kind of standard Bayesian
combination of the two modules.



recall (precision) is the average, over the test-set
utterances, of (resp. when 0,
this is by definition zero). For word-graph parsing
we also use the word-accuracy (WA) and sentence-
accuracy (SA) measures to compare the proposed
utterance  to the gold : 1 -, where

is the length of the , and is the Levenshtein
distance between and  (see (Veldhuijzen van
Zanten et al., 1999) for detail).

Table 1 shows the results of the
Tree-gram model, the DOP model and the Dutch
broad-coverage grammar (DBCG) on utterances.
Clearly, the latter system is still producing the
best results, however the Tree-gram model has
narrowed the gap on utterances for recall from
3.9 (DOP) to0. (Tgram). For word-graphs,
our results can not be compared to those of the
DBCG-based system (although we suspect that
the DBCG improves over the Tree-gram results)
because this preliminary experiment is on a dif-
ferent set than the final test-set. However, the
Tree-gram model improves over DOP by at least
7 on WA and semantic recall and 4.2 on se-
mantic match.

Our explanation of the improve-
ments on DOP’s results is that on utterances the
Tree-gram model is capable of producing parses
which DOP cannot produce; on about 2.2 of the
utterances, DOP does not produce any parse and
these utterances are usually some of the longer
ones. Then, in a few more cases, it seems that
DOP produces only a less useful parse than the
Tree-gram model. When we inspected some of
the cases it turned out that DOP tends to assign
the special label “ RROR” (used to mark repe-
titions and corrections in the OVIS tree-bank) to
various constituents for which it could not find an
approximate label.

We can think of various reasons why the Tree-
gram’s results are still behind those of the DBCG
results: (1) the DBCG grammar has been de-
veloped manually, incrementally inspecting how
the system behaves on a large collection of over
100 000 utterances from the OVIS domain; our
models are trained only on a tree-bank contain-
ing 10 000 trees, (2) the model probabilities are
not conditioned on lexical information, and (3) in
contrast to the DBCG module, we did not try to
optimize the heuristic rules which correct “infor-
mative”, yet formally ill-formed semantic formu-
lae output by the parser. We only devised four
such rules.

onclusions

We have shown how the DOP model can be ex-
tended in a useful way for better parsing of speech
utterances. We are encouraged by the fact that
the Tree-gram model has narrowed the gap with
the Dutch Broad-Coverage Grammar system: our
system is automatically acquired from a tree-
bank, while the grammar took more than three
years to develop. It is unclear how fast each of
the systems can be adapted to a new domain of
language use.

Our preliminary results on word-graphs im-
prove considerably over DOP’s results. Again this
is due to the more robust nature of the new model
in comparison with the original DOP model. How-
ever, in first inspection of some of the problems,
we find that the model still su ers from the weak
lexicalization, just like DOP. The gain is solely due
to the fact that the Tree-gram model could parse
many more of the word-graph paths than DOP
did, thereby having more paths to choose from.
We suspect that the fact that our word accuracy
and sentence accuracy are still lagging behind sim-
pler models (e.g. a trigram model) implies that
our current models are not sensitive enough to the
lexical in uence.

One problem which should be pointed out here
is the fact that taking the most probable deriva-
tion from an input word-graph su ers from weak
lexicalization (as it only considers one way for gen-
erating the utterance generated by that deriva-
tion). However, extracting the most probable
path/ sentence/ semantics from an input word-
graph implies at least two problems: (1) an-
other probability estimation model must be used
since the current model su ers from bias towards
larger subtrees/Tgrams (Bonnema et al., 1999),
and (2) more e cient algorithms must be de-
signed to deal with the huge space needs and
the exponential ambiguity (as these problems are
NP-complete). Whether the DOP and Tree-gram
models then would result in better accuracies than
simpler models to justify the e ort, is a question
to be addressed in future work.

Another possibility for improving the lexical
sensitivity of the models, is to condition the prob-
abilities of these models on lexical information in
a similar fashion to the bilexical dependency mod-
els. This too demands much attention as it is not
obvious how to do so in a workable manner.
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